Hamed Hassani

513, Amy Gutmann Hall, Philadelphia, PA 19104, Email: hassani@seas.upenn.edu

EXPERIENCE

University of Pennsylvania
e Associate professor, Department of Electrical and Systems Engineering (pri-
mary, July 2023 - present); Assistant professor (July 2017 - June 2023)

e Associate professor, Department of Computer and Information Sciences (sec-
ondary, July 2023 - present); Assistant professor (July 2017 - June 2023)

e Associate professor, Department of Statistics and Data Science, the Wharton
Business School (secondary, July 2023 - present); Assistant professor (Jan 2021
- June 2023)

Google Research, NYC
e Visiting Faculty Researcher (June 2025 - present)

Simons Institute for the Theory of Computing, UC Berkeley
e Research associate, participating in the program of Foundations of Machine
Learning (January-June 2017)

ETH Ziirich
e Postdoctoral researcher, Institute of Machine Learning, Department of com-
puter Science (2014-2016)

Princeton University
e Visiting Scholar, Departments of Electrical Engineering and Mathematics (Novem-
ber 2015 - December 2015)

ADMINISTRATIVE

ROLES

EDUCATION

The AI Institute for Learning-enabled Optimization at Scale (NSF-TILOS)
(MIT, Penn, UCSD, UT-Austin, Yale)
e Co-Lead of the Foundations Section (2025 - now)

The Institute for Emerging Core Methods in Data Science (NSF-EnCORE)
(Penn, UCLA, UCSD, UT-Austin)
e Penn Site Lead (2022 - now)

University of Pennsylvania

e Member of the Hiring Committee (2018 - now)
e Curriculum Committee of the B.Sc. Program on AI (2023 - now)

Ecole Polytechnique Fédérale de Lausanne (EPFL)

e Ph.D. in Computer and Communication Sciences (2008-2013). Dissertation:
“Polarization and Spatial Coupling: Two Techniques to Boost Performance”.
IEEE Information Theory Society Thomas Cover Dissertation Award

Sharif University of Technology, Tehran, Iran
e B.Sc. in Electrical Engineering (2002-2007), B.Sc. in Mathematics (2004-2007)


http://infoscience.epfl.ch/record/188275

DISTINCTIONS

PUBLICATIONS

IEEE Information Theory Society James L. Massey Research and Teaching
Award for Young Scholars, 2023

IEEE Communications Society & Information Theory Society Joint Paper Award,
2023

ICML-AdvML Best Paper Award, 2023

IEEE Information Theory Society Distinguished Lecturer, 2022-23

NSF CAREER Award, 2020

Intel Rising Star Faculty Award, 2020

AFOSR Young Investigator Award, 2019

Simons Institute (UC Berkeley) Research Fellowship Award, 2016

IEEE Information Theory Society Thomas M. Cover Dissertation Award, 2014

International Symposium on Information Theory (ISIT) Student Paper Award,
2015 (Senior Author)

International Symposium on Information Theory (ISIT) Student Paper Award
Finalist, 2010

More than 140 publications in major journals and conferences; Google-Scholar Cita-
tions: 10800, h-index: 52. i10-index: 110 (as of July 2025).

Book

(B1)

Gabor Braun, Alejandro Carderera, Cyrille W Combettes, Hamed Hassani,
Amin Karbasi, Aryan Mokhtari, Sebastian Pokutta, Conditional Gradient Meth-
ods, STAM, 2022.

Conference Papers

(C1)

(C2)

Zachary Ravichandran, Alexander Robey, Vijay Kumar,George J Pappas, Hamed
Hassani, [Safety Guardrails for LLM-Enabled Robots|, Submitted, 2025.

Brown, Davis, Mahdi Sabbaghi, Luze Sun, Alexander Robey, George J. Pap-
pas, Eric Wong, and Hamed Hassani Benchmarking Misuse Mitigation Against
Covert Adversaries, Submitted, 2025.

Behrad Moniri, Hamed Hassani, On the Mechanisms of Weak-to-Strong Gen-
eralization: A Theoretical Perspective, NeurIPS, 2025.

Sima Noorani, Shayan Kiyani, George Pappas, Hamed Hassani Conformal Pre-
diction Beyond the Seen: A Missing Mass Perspective for Uncertainty Quan-
tification in Generative Models, NeurIPS, 2025.

Sunay Joshi, Shayan Kiyani, George Pappas, Edgar Dobriban, Hamed Hassani,
Conformal Inference under High-Dimensional Covariate Shifts via Likelihood-
Ratio Regularization, NeurIPS, 2025.

Lei, Eric, Hamed Hassani, Shirin Saeedi Bidokhti Optimal neural compressors
for the rate-distortion-perception tradeoff, NeurlPS, 2025.
Spotlight Presentation

Kwan Ho Ryan Chan, Yuyan Ge, Edgar Dobriban, Hamed Hassani, René Vidal,
Conformal information pursuit for interactively guiding large language models,
NeurIPS, 2025.

Mahdi Sabbaghi, Paul Kassianik, George Pappas, Yaron Singer, Amin Karbasi,
Hamed Hassani, |[Adversarial Reasoning at Jailbreaking Time, ICML, 2025.
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(C9) Shayan Kiyani, George Pappas, Aaron Roth, Hamed Hassani, |Decision Theo-
retic Foundations for Conformal Prediction: Optimal Uncertainty Quantifica-
tion for Risk-Averse Agents, ICML, 2025. Spotlight Presentation

(C10) Thomas Zhang, Behrad Moniri, Ansh Nagwekar, Faraz Rahman, Anton Xue,
Hamed Hassani, and Nikolai Matni, On The Concurrence of Layer-wise Pre-
conditioning Methods and Provable Feature Learning, ICML, 2025.

(C11) Moniri, Behrad, Hamed Hassani, and Edgar Dobriban. |[Evaluating the per-
formance of large language models via debates, Annual Conference of the Na-

tions of the Americas Chapter of the Association for Computational Linguistics
(NAACL 2025).

(C12) Brown, Davis, Prithvi Balehannina, Helen Jin, Shreya Havaldar, Hamed Has-
sani, and Eric Wong. Adaptively evaluating models with task elicitation, FEm-
pirical Methods in Natural Language Processing (EMNLP 2025), 2025.

(C13) Alexander Robey, Zachary Ravichandran, Vijay Kumar, Hamed Hassani, George
J Pappas, Jailbreaking LLM-controlled robots, IEEFE International Conference
on Robotics and Automation (ICRA), 2025.

(C14) Eric Lei, Hamed Hassani, Shirin Saeedi Bidokhti, Approaching rate-distortion
limits in neural compression with lattice transform coding, ICLR, 2025.
Spotlight Presentation

(C15) Shayan Kiyani, George Pappas, Hamed Hassani, Length Optimization in Con-
formal Prediction, Advances in Neural Information Processing Systems (NeurIPS),
2024.

(C16) Chao, P., Debenedetti, E., Robey, A., Andriushchenko, M., Croce, F., Sehwag,
V., Dobriban, E., Flammarion, N., Pappas, G.J., Tramer, F. and Hassani, H.,
Wong, E. | Jailbreakbench: An open robustness benchmark for jailbreaking

large language models., Advances in Neural Information Processing Systems
(NeurIPS), 2024.

(C17) Xinmeng Huang, Shuo Li, Edgar Dobriban, Osbert Bastani, Hamed Hassani,
Dongsheng Ding, | One-shot safety alignment for large language models via opti-
mal dualization, Advances in Neural Information Processing Systems (NeurIPS),
2024. Spotlight Presentation

(C18) Shayan Kiyani, George Pappas, Hamed Hassani, A Conformal Prediction with
Learned Features, International Conference on Machine Learning (ICML), 2024.

(C19) Liam Collins, Hamed Hassani, Mahdi Soltanolkotabi, Aryan Mokhtari, Sanjay
Shakkottai, Provable Multi-Task Representation Learning by Two-Layer ReLLU
Neural Networks|, International Conference on Machine Learning (ICML), 2024.
Oral Presentation

(C20) Behrad Moniri, Donghwan Lee, Hamed Hassani, Eedgar Dobriban, A Theory
of Non-Linear Feature Learning with One Gradient Step in Two-Layer Neural
Networks,, International Conference on Machine Learning (ICML), 2024.

(C21) Donghwan Lee, Xinmeng Huang, Hamed Hassani, Eedgar Dobriban, [T-Cal: An
optimal test for the calibration of predictive models, International Conference
on Machine Learning (ICML), 2024.

(C22) Kevin Kogler, Alexander Shevchenko, Hamed Hassani, Marco Mondelli, Com-
pression of Structured Data with Autoencoders: Provable Benefit of Nonlin-
earities and Depth, International Conference on Machine Learning (ICML),
2024.
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(C23)

(C24)

(C25)

(C26)

(C27)

(C28)

(C29)

(C30)

(C31)

(C32)

(C33)

(C34)

(C35)

(C36)

Alexander Robey, Fabian Lattore, George Pappas, Hamed Hassani, Volkan
Cevher, Adversarial Training Should Be Cast as a Non-Zero-Sum Game, In-
ternational Conference on Learning Representations (ICLR), 2024.

A Adibi, N Dal Fabbro, L Schenato, S Kulkarni, HV Poor, GJ Pappas, Hamed
Hassani, Aritra Mitra|Stochastic Approximation with Delayed Updates: Finite-
Time Rates under Markovian Sampling, International Conference on Artificial
Intelligence and Statistics (AISTATS), 2024.

Donghwan Lee, Behrad Moniri, Xinmeng Huang, Eedgar Dobriban, Hamed
Hassani, Demystifying Disagreement-on-the-Line in High Dimensions, Interna-
tional Conference on Machine Learning (ICML), 2023.

Alex Shevchenko, Kevin Kogler, Hamed Hassani, Marco Mondelli, [Fundamental
Limits of Two-layer Autoencoders, and Achieving Them with Gradient Meth-
ods, International Conference on Machine Learning (ICML), 2023.

Oral Presentation

Alexander Robey, FAbian Lattore, George Pappas, Hamed Hassani, Volkan
Cevher, |Adversarial Training Should Be Cast as a Non-Zero-Sum Game, ICML
Workshop on Frontiers in Adversarial Learning (AdvML), 2023.

Best Paper Award

Aritra Mitra, Hamed Hassani, George Pappas, Linear Stochastic Bandits over
a Bit-Constrained Channel, Learning for Dynamics and Control Conference
(L4DC), 2023.

Oral Presentation

Payam Delgosha, Hamed Hassani, Ramtin Pedarsani, |Generalization Proper-
ties of Adversarial Training for ¢y-Bounded Adversarial Attacks, Information
Theory Workshop (ITW), 2023.

Zebang Shen, Jiayuan Ye, Anmin Kang, Hamed Hassani, Reza Shokri, Share
Your Representation Only: Guaranteed Improvement of the Privacy-Utility
Tradeoff in Federated Learning, International Conference on Learning Repre-
sentations (ICLR), 2023.

Eric Lei, Hamed Hassani, Shirin Saeedi Bidokhti, Neural Estimation of the
Rate-Distortion Function for Massive Datasets, IEEE International Symposium
on Information Theory (ISIT), 2022.

Mark Beliaev, Payam Delgosha, Hamed Hassani, Ramtin Pedarsani, Efficient
and Robust Classification Under Sparse Attacks, IEEFE International Sympo-
sium on Information Theory (ISIT), 2022.

Aritra Mitra, Arman Adibi, George J Pappas, Hamed Hassani, | Collabora-
tive Linear Bandits with Adversarial Agents: Near-Optimal Regret Bounds,
NeurIPS, 2022.

Xingmen Huang, Donghwan Lee, Edgar Dobriban, Hamed Hassani, Collabora-
tive Learning of Distributions under Heterogeneity and Communication Con-
straints, NeurIPS, 2022.

Cian Eastwood, Alexander Robey, Shashank Singh, Julius von Kiigelgen, Hamed
Hassani, George J Pappas, Bernhard Scholkopf, [Probable Domain Generaliza-
tion via Quantile Risk Minimization, NeurIPS, 2022.

Liam Collins, Hamed Hassani, Aryan Mokhtari, Sanjay Shakkottai, FedAvg
with Fine Tuning: Local Updates Lead to Representation Learning, NeurIPS,
2022.
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(C37)

(C38)

(C39)

(C40)

(C41)

(C42)

(C43)

(C44)

(C45)

(C46)

(C47)

(C48)

(C49)

(C50)

(C51)

(C52)

(C53)

Alexander Robey, Luiz Chamon, George Pappas, Hamed Hassani , Probabilis-
tically Robust Learning: Balancing Average-and Worst-case Performance, In-
ternational Conference on Machine Learning (ICML), 2022.

Zebang Shen, Zhenfu Wang, Satyen Kale, Alejandro Ribeiro, Aim Karbasi,
Hamed Hassani, | Self-Consistency of the Fokker-Planck Equation, Conference
on Learning Theory (COLT), 2022.

Arman Adibi, Aritra Mitra, George J Pappas, Hamed Hassani, |Distributed
Statistical Min-Max Learning in the Presence of Byzantine Agents, IEEE Con-
ference on Decision and Control (CDC), 2022.

Anton Xue, Lars Lindemann, Alexander Robey, Hamed Hassani, George J Pap-
pas, Rajeev Alur, Chordal Sparsity for Lipschitz Constant Estimation of Deep
Neural Networks, IEEE Conference on Decision and Control (CDC), 2022.

Bruce D Lee, Thomas TCK Zhang, Hamed Hassani, Nikolai Matni, Performance-
Robustness Tradeoffs in Adversarially Robust Linear-Quadratic Control, IEEE
Conference on Decision and Control (CDC), 2022.

Vahid Jamali, Mohammad Fereydounian, Hessam Mahdavifar, Hamed Hassani,
Low-Complexity Decoding of a Class of Reed-Muller Subcodes for Low-Capacity
Channels, IEEE International Conference on Communications (ICC), 2022.

A, Adibi, A. Mokhtari, H. Hassani, Minimax Optimization: The Case of Convex-
Submodular, Conference on Artificial Intelligence and Statistics (AISTATS),
2022. Oral Presentation

Z. Shen, H. Hassani, S. Kale, A. Karbasi, ”"Federated Functional Gradient
Boosting”, Conference on Artificial Intelligence and Statistics (AISTATS), 2022.

A. Zhou, F. Tajwar, A. Robey, T. Knowles, G. Pappas, H. Hassani, C. Finn, ”Do
Deep Networks Transfer Invariances Across Classes?”, International Conference
on Learning Representations (ICLR), 2022.

Alexander Robey, George Pappas, Hamed Hassani “Model-Based Domain Gen-
eralization”|, Neural Information Processing Systems (NeurIPS), 2021.

A. Robey, L. Chamon, G. Pappas, H. Hassani, A. Ribeiro, “Adversarial robust-
ness with semi-infinite constrained learning”, Neural Information Processing
Systems (NeurIPS), 2021.

A. Mitra, R. Jaafar, G. Pappas, H. Hassani, ” Achieving Linear Convergence
in Federated Learning under Objective and Systems Heterogeneity”, Neural
Information Processing Systems (NeurIPS), 2021.

E. Lei, H. Hassani, S. Saeedi Bidokhti, ”Out-of-Distribution Robustness in
Deep Learning Compression”, International Conference on Machine Learning
(ICML) - ITML Workshop , 2021.

L. Collins, H. Hassani, A. Mokhtari, S. Shakkottai Exploiting Shared Repre-
sentations for Personalized Federated Learning, International Conference on
Machine Learning (ICML), 2021.

Xingran Chen, Konstantinos Gatsis, Hamed Hassani, Shirin Saeedi Bidokhti,
Age of information in random access channels, IEEFE International Symposium
on Information Theory (ISIT), 2020.

Z. Shen, Z. Wang, A. Ribeiro, H. Hassani, Sinkhorn Natural Gradient for Gen-
erative Models, Neural Information Processing Systems (NeurIPS), 2020.
Spotlight Presentation

A, Adibi, A. Mokhtari, H. Hassani, Submodular Meta-Learning, Neural Infor-
mation Processing Systems (NeurIPS), 2020.
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(C54) Z. Shen, Z. Wang, A. Ribeiro, H. Hassani, | Sinkhorn Barycenter via Functional
Gradient Descent, Neural Information Processing Systems (NeurIPS), 2020.

(C55) A. Javanmard, M. Soltanolkotabi, H. Hassani, “Precise Tradeofls in Adversarial
Training for Linear Regression”, Conference on Learning Theory (COLT), 2020.

(C56) H. Taheri, A. Mokhtari, H. Hassani, R. Pedarsani, “Quantized Decentralized
Stochastic Learning over Directed Graphs’, International Conference on Ma-
chine Learning (ICML), 2020.

(C57) M. Zhang, L. Chen, A. Mokhtari, H. Hassani, A. Karbasi/“Quantized Frank-
Wolfe: Communication-Efficient Distributed Optimization”, Conference on Ar-
tificial Intelligence and Statistics (AISTATS), 2020.

(C58) A. Reisizadeh, A. Mokhtari, H. Hassani, A. Jadbabaie, R. Pedarsani, “Fed-
PAQ: A Communication-Efficient Federated Learning Method with Periodic

Averaging and Quantization”, Conference on Artificial Intelligence and Statis-
tics (AISTATS), 2020.

(C59) M. Zhang, Z. Shen, A. Mokhtari, H. Hassani, A. Karbasi, “ One Sample Stochas-
tic Frank-Wolfe”, Conference on Artificial Intelligence and Statistics (AILS-
TATS), 2020.

(C60) M. Zhang, L. Chen, H. Hassani, A. Karbasi, “Black Box Submodular Maximiza-
tion: Discrete and Continuous Settings”, Conference on Artificial Intelligence
and Statistics (AISTATS), 2020.

(C61) Mohammad Fereydounian; Xingran Chen; Hamed Hassani; Shirin Saeedi Bidokhti,
Non-asymptotic Coded Slotted ALOHA | IEEE International Symposium on
Information Theory (ISIT), 2019.

(C62) H. Hassani, A. Karbasi, A. Mokhtari, Z. Shen, Stochastic Conditional Gradi-
ent++, Neural Information Processing Systems (NeurIPS), 2019.

(C63) M. Fazlyab, A. Robey, H. Hassani, M. Morari, G. Pappas, “Efficient and Ac-
curate Estimation of Lipschitz Constants for Deep Neural Networks”, Neural
Information Processing Systems (NeurIPS), 2019. Spotlight Presentation

(C64) A. Reisizadeh, H. Taheri, A. Mokhtari, H. Hassani, R. Pedarsani, |“Robust and
Communication-Efficient Collaborative Learning”, Neural Information Process-
ing Systems (NeurIPS), 2019.

(C65) M. Zhang, L. Chen, H. Hassani, A. Karbasi, Online Continuous Submodular
Maximization: From Full-Information to Bandit Feedback, Neural Information
Processing Systems (NeurIPS), 2019.

(C66) H. Jong, B. Schlotfeldt, H. Hassani, M. Morari, D. Lee, G. Pappas, “Learn-
ing Q-network for Active Information Acquisition”, IEEE/RSJ International
Conference on Intelligent Robots and Systems (IROS), 2019.

(C67) Z. Shen, H. Hassani, C. Mao, H. Qian, A. Ribeiro, |“Hessian Aided Policy
Gradient”|, International Conference on Machine Learning (ICML), 2019.

(C68) Y. Balaji, H. Hassani, R. Chellappa, S. Feizi, “Entropic GANs meet VAEs: A
Statistical Approach to Compute Sample Likelihoods in GANS”, International
Conference on Machine Learning (ICML), 2019.

(C69) M. Fereydounian, V. Jamali, H. Hassani, H. Mahdavifar, “Channel Coding at
Low Capacity”, IEEFE Information Theory Workshop (ITW), 2019.

(C70) A. Gotovos, H. Hassani, S. Jegelka, A. Krause, “ Discrete Sampling Using Semi-
gradient based Product Mixtures”, Uncertainty in Artificial Intelligence (UAI),
2018. Oral Presentation
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(C71) A. Mokhtari, H. Hassani, A. Karbasi, “Decentralized Submodular Maximiza-
tion: Bridging Discrete and Continuous Settings”, International Conference on
Machine Learning (ICML), 2018.

(C72) L. Chen, C. Harshaw, H. Hassani, A. Karbasi, “Projection-Free Online Opti-
mization with Stochastic Gradient: From Convexity to Submodularity, Inter-
national Conference on Machine Learning (ICML), 2018.

(C73) A. Fazeli, H. Hassani, M. Mondelli, A. Vardy, “Binary Linear Codes with Op-
timal Scaling and Quasi-Linear Complexity”, IEEE Information Theory Work-
shop (ITW) 2018. Invited Paper

(C74) H. Hassani, S. Kudekar, O. Ordentlich, Y. Polyanskiy, R. Urbanke, |“Almost
Optimal Scaling of Reed-Muller Codes on BEC and BSC Channels”, IEEE
International Symposium on Information Theory (ISIT), 2018.

(C75) M. Mondelli, S. H. Hassani, and R. Urbanke, “A New Coding Paradigm for
the Primitive Relay Channel”, IEEFE International Symposium on Information
Theory (ISIT), 2018.

(C76) A. Reisizadeh, A. Mokhtari, H. Hassani, R. Pedarsani, “Quantized Decen-
tralized Consensus Optimization, IEFE Conference on Decision and Control
(CDC) 2018.

(C77) L. Chen, H. Hassani, A. Karbasi, “Online Continuous Submodular Maximiza-
tion”, Conference on Artificial Intelligence and Statistics (AISTATS), 2018.
Oral Presentation

(C78) A.Mokhtari, H. Hassani, A. Karbasi, “Conditional Gradient Method for Stochas-
tic Submodular Maximization: Closing the Gapl, Conference on Artificial In-
telligence and Statistics (AISTATS), 2018.

(C79) A. Singla, H. Hassani, A. Krause, |“Learning to Interact with Learning Agents”,
Association for the Advancement of Artificial Intelligence (AAAI) Conference,
2018.

(C80) H. Hassani, M. Soltanolkotabi, A. Karbasi, “Gradient Methods for Submodular
Maximization”, Neural Information Processing Systems (NIPS) 2017.

(C81) M. R. Karimi, M. Lucic, H. Hassani, A. Krause, “Stochastic Submodular Max-
imization: The Case for Coverage Functions”, Neural Information Processing

Systems (NIPS) 2017.

(C82) S. A. Hashemi, M. Mondelli, H. Hassani, R. Urbanke, W. J. Gross, “Partitioned
List Decoding of Polar Codes: Analysis and Improvement of Finite Length
Performance”|, IEEE Global Communications Conference (GLOBECOM), 2017.

(C83) D. Achlioptas, H. Hassani, W. Liu, R. Urbanke, |“Time-invariant LDPC convo-
lutional codes”, IEEFE International Symposium on Information Theory (ISIT),
2017.

(C84) M. Mondelli, H. Hassani, R. Urbanke, |“Construction of Polar Codes with Sub-
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