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Fig. 1: Overview of IMLE-VLA: drop in single-step action head removing iterative modelling in VLAs

Abstract— Vision-language-action (VLA) policies leverage
pretrained vision-language backbones to achieve strong cross-
task generalization. A leading design couples this backbone
with a dedicated continuous action head trained via diffusion
or flow matching. However, such heads rely on iterative multi-
step sampling, for example 10 Euler steps in 7o 5. This creates
an inference bottleneck that produces stop-and-go movement
in the robot and slower task completion. We introduce IMLE-
VLA, which replaces the iterative action head with a single-
step conditional generator trained via conditional Implicit
Maximum Likelihood Estimation (cIMLE). The cIMLE objec-
tive promotes multimodal action coverage, avoiding the mode
collapse of naive regression heads while eliminating multi-
step sampling entirely. When IMLE-VLA is applied to 7o 5, it
increases inference frequency 3.67x (55 Hz vs. 15 Hz), enabling
up to 11x higher action throughput. On the 40-task LIBERO
benchmark, IMLE-VLA achieves the highest average success
rate (98.0%) among all baselines while leading in inference
frequency. Under the test-time perturbations of LIBERO-plus,
IMLE-VLA retains m.5’s robustness while other baselines
degrade sharply, confirming that the cIMLE head preserves
generalization. Real-world experiments on a Franka Emika
Panda across four tasks demonstrate smoother motion (2.2 x—
3.0x lower jerk) and faster task completion, with IMLE-VLA
outperforming 7, 5 on every task and reducing average VLA
inference time per episode by 3.9x—6.6x. Videos and code are
available at https://kianhk6.github.io/IMLE-VLA/.

I. INTRODUCTION

Vision-language-action (VLA) policies build on pretrained
vision-language models (VLMs), inheriting internet-scale
visual and linguistic knowledge that enables strong general-
ization across tasks and embodiments [1]-[4], making them
the dominant generalist paradigm in robot learning. However,
this generalization comes at a steep computational cost.
Large vision-language backbones combined with iterative
action-sampling procedures make VLA inference a critical
bottleneck for high-frequency real-time robot control [5]-
[12]. The resulting latency introduces dead time in the
control loop: under synchronous execution, the robot stalls
until the next prediction is ready, producing stop-and-go
execution and longer task completion times.

This bottleneck primarily stems from the way VLAs gen-
erate actions, which follows one of two dominant paradigms:
autoregressive decoding of discrete tokens and multi-step
sampling of continuous actions. Autoregressive VLAs repre-
sent each action as a sequence of discrete tokens and decode
them one at a time [2]-[4]. Furthermore, their reliance on
discrete tokenization can limit the fine-grained continuous
precision needed for dexterous manipulation [13], [14]. The
second class generates continuous actions through multi-
step sampling with diffusion or flow matching, typically
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via an action expert attached to a VLM backbone such as
mo.5 [14]. Here the model predicts a chunk of future actions
together, yet producing each chunk still requires multiple
sequential forward passes (e.g., 10 Euler steps) [13]-[18].
Consequently, action generation remains a primary bottle-
neck for real-time control.

One of the key motivations for diffusion and flow-
matching action heads is their capacity to handle the inherent
multimodality of robot action distributions [13], [14]. A
single instruction such as “clear the table” can be executed
through many valid action sequences, and these models aim
to capture this complexity. A naive solution would be to elim-
inate sequential generation via a single-step regression head.
However, such models are prone to mode collapse [13], [19],
[20]: the regression objective averages over valid modes,
pulling the prediction toward a single mean behavior that
degrades task performance when the action distribution is
multimodal. We empirically validate this effect in Sec. IV-C.

This tension between expressivity and efficiency raises a
central question: can a single-step generator with a mode-
covering objective replace iterative action generation while
improving task performance?

In this work, we introduce IMLE-VLA, a single-step
action generation framework for VLAs that replaces multi-
step sampling with a conditional Implicit Maximum Likeli-
hood Estimation (cIMLE) [21]-[25] objective that explicitly
optimizes for mode coverage.

We instantiate IMLE-VLA by replacing the 10-step flow-
matching action head of mys [14] with our single-step
generator. As the modification is confined to the action head,
the full VLM backbone is preserved unchanged. This yields
a 3.67x increase in inference frequency (55Hz vs. 15Hz).
Combined with an extended execution horizon H, which lets
the policy replan less frequently, this compounds into up
to 11.0x higher action throughput (inference frequency x
H) [6]-[8], [11], [12]. This directly targets the “stop-and-go”
control paradigm [3], [4], [6], [13]-[15], [26] that high VLA
latency imposes: the robot idles while the model computes,
producing visible pauses and stuttering motion. By cutting
the time the robot waits on inference, IMLE-VLA reduces
these pauses and reacts faster in dynamic settings, leading to
faster task completion.

We evaluate IMLE-VLA in both simulation and the real
world. On the LIBERO simulation benchmark [27] (40
tabletop manipulation tasks across four suites), IMLE-VLA
achieves the highest average success rate (98.0%) among
all compared methods. To probe whether these gains hold
under distribution shift, we further evaluate IMLE-VLA
on LIBERO-plus [28], which applies systematic test-time
perturbations to the LIBERO tasks. Under these condi-
tions, IMLE-VLA retains 7 5’s robustness while all other
baselines degrade sharply. In a real-world setting with a
Franka Emika Panda, we test four tasks spanning single-step
manipulation, multi-stage sequential reasoning, and reactivity
to a dynamic environment. IMLE-VLA outperforms 7y 5 on
every task while producing measurably smoother motion,
reducing proprioceptive jerk by 2.2x-3.0x. Across both

settings, we measure the wall-clock time spent on VLA
forward passes per episode, excluding robot execution and
all other non-inference overhead. IMLE-VLA reduces this
by up to 10.5x in simulation and up to 6.6x on the real
robot.

II. RELATED WORK

Our work targets the sequential action-generation bottleneck
in generalist VLAs. We first review complementary system-
level optimization strategies, and then review distillation and
teacher-free single-step methods.

System-level optimizations. Recent work [12] uses
hardware-specific kernel tuning to accelerate inference, yet
latency remains bounded by the sequential steps of diffusion-
based heads. IMLE-VLA eliminates this bottleneck via
single-step generation. These system-level gains are com-
plementary to our algorithmic approach; by leveraging their
efficient Triton kernels, we further amplify our inference
frequency as demonstrated in Sec. IV.

Distillation methods. One line of work accelerates VLAs
by training a faster student to imitate a pretrained feacher,
which ties the student’s behavior to the teacher’s output
distribution. Shallow-7 [7] distills 7y 5 into a shallower,
lower-capacity student, and the resulting speedup comes at
a measurable cost in success rate relative to the teacher
(Sec. IV). A separate thread distills a single-step student from
a multi-step teacher [29]-[31], leaving the student with the
biases of the teacher’s iterative sampler. Unlike distillation-
based accelerators, IMLE-VLA’s action head has no teacher:
it is fit directly to expert actions under a cIMLE objective. Its
outputs are therefore not capped by a teacher’s performance,
nor shaped by an iterative sampler’s biases.

Teacher-free single-step methods. A separate line of
work sidesteps the teacher entirely, learning single-step ac-
tion generation directly from expert data. Among VLAs, the
prominent example is OpenVLA-OFT [8], which replaces the
autoregressive decoding of OpenVLA with an L1 regression
head. L1 regression is known to collapse to the conditional
median under multimodal action distributions [13], [19],
[20], and OpenVLA-OFT attributes L1’s viability to the
capacity of OpenVLA’s 7B backbone [8]. This reliance on
a 7B backbone leaves OpenVLA-OFT 5.3x slower than
IMLE-VLA despite IMLE-VLA’s smaller 3B backbone (Ta-
ble II). Yet this backbone scale does not confer robustness
under distribution shift: on LIBERO-plus, OpenVLA-OFT’s
success rate degrades sharply under test-time perturbations
(Fig. 2). IMLE-VLA, by contrast, remains robust under these
perturbations, despite its smaller 3B backbone.

From specialists to a generalist. Across both lines of
work above, prior efforts at single-step multimodal action
generation have largely been confined to specialist poli-
cies [29], [30], [32], task-specific models that require ex-
pensive retraining and data collection for every new setting.
Even in these narrow domains, mitigating mode collapse
requires complex auxiliary regularizers that encourage distri-
bution coverage [33], [34]. The cIMLE objective [21] instead
enforces mode coverage by construction, but its application



in robotics has been limited to specialist regimes [31], [35]—
[37] and thus inherits the same generalization bottleneck.
IMLE-VLA is the first to adapt cIMLE to VLAs, achieving
single-step action generation in a generalist policy that lever-
ages internet-scale vision-language pretraining to generalize
across tasks and embodiments.

III. METHOD

We present IMLE-VLA, a framework for single-step, mul-
timodal action generation in vision-language-action (VLA)
policies. Our approach eliminates the computational bottle-
neck of multi-step iterative steps by training the action head
with a conditional Implicit Maximum Likelihood Estima-
tion (cIMLE) objective. Below, we detail our architectural
framework and the mathematical formulation of cIMLE.
Specifically, we first describe the coupling of a frozen VLM
backbone with a lightweight, single-step action generator
(ITI-A); then, we formalize the cIMLE training objective
and its unique properties for modeling multimodal robotic
behaviors (III-B).

A. Single-Step VLA Architecture

We operate within the VLA paradigm by coupling a high-
capacity, frozen VLM backbone with a lightweight action
head [13]-[15], [17]. By fixing the VLM parameters, we
retain the robust spatial and semantic features acquired
during internet-scale pretraining. Since the VLM constitutes
the vast majority of model parameters and remains frozen,
training reduces to the action head alone, keeping the cost
minimal.

At each timestep ¢, the observation o; consists of the visual
inputs and language instruction. The VLM encodes it into
a set of latent embeddings fvra(o:), which condition the
action generation process. Unlike standard iterative methods
such as diffusion or flow-matching, which require multiple
sequential denoising steps, our approach uses a single-step
conditional generator G. This generator directly maps Gaus-
sian noise to multimodal action chunks, effectively mitigating
a significant latency contributor in iterative VLA inference.

Formally, we represent the generator output as an action
chunk A € RE*P where C denotes the prediction horizon
and D is the action-space dimensionality. To generate a
candidate, we sample a latent noise vector z ~ A(0,I) of
the same dimensionality as A. The generator Gy then maps
the VLM embedding fyrm(o¢) and noise z to a complete
action chunk in a single forward pass:

A = Go(fvim(or), 2). (1)

By sampling different latent vectors z, Gy can produce
diverse action chunk candidates that capture the underlying
conditional distribution p(A | o¢). This stochasticity ensures
the model avoids regressing to a single average outcome,
preserving the expressivity required for complex behaviors.
We initialize Gy from a pretrained 7 5 checkpoint and fine-
tune the action head using the cIMLE objective (III-B) while
the VLM backbone remains frozen.

B. Conditional IMLE (cIMLE)

The pretrained 7o 5 action head is trained via Conditional
Flow Matching (CFM) [13], [38], which necessitates the
numerical integration of a learned velocity field during in-
ference. In practice, this requires multiple sequential forward
passes, typically 10 Euler steps, to generate a single action
chunk, introducing a considerable inference-time integration
bottleneck.

To eliminate this bottleneck, we seek to generate each
action chunk in a single forward pass without sacrificing
the multimodality of the action distribution. As discussed in
Sec. I, a single instruction can be executed through many
valid action sequences, and each of these behaviors is a
distinct mode of the conditional action distribution p(A | o:).
Although each training pair (ogz), Agt)) captures only one of
these behaviors, the data contains observations that are very
similar yet correspond to very different ground-truth actions.
To preserve this multimodality, a faster action head must
therefore remain capable of assigning different actions to the
same observation.

The conditional IMLE (cIMLE) objective [21] achieves
exactly this: it reformulates action generation as a single-
step mapping that transforms latent noise directly into ac-
tion chunks, eliminating the iterative sampling cost while
retaining the expresswny of the underlying distribution.
Given a training set {(ot 7Aét)) »_,, for each data point
1 we draw m (the sample factor) independent noise vectors
{#i1,-.,2m} and generate a set of m candidate action
chunks {A; i }jL1, conditioned on the corresponding VLM
embedding fyi,m (0 ()).

A;j =Gy (fVLM(Ogi))y Z”) , J=1L...om. (2

The cIMLE training procedure proceeds in two alternating
steps. First, we perform a gradient- free as51gnment step
where, for each ground-truth action Agt , we identify its
nearest neighbour amon§ its m candidates generated from

the same observation of (see Eq. 2):
R 2
(i) = i A —AD| 3
J* (@) argje{rlr}}}}m}’ J A | 3)

Next, in the update step, we minimize the distance between
each ground-truth action and its assigned nearest neighbour:

CIMLE - § HAZ J* gt

To see why this ObJCCtIVC preserves multimodality, con-
sider two illustrative regimes for the sample factor m: one
with m=1, and another with m > 1. Setting m = 1 makes
the nearest-neighbour selection j*(4) trivial, reducing Eq. 4
to plain L2 regression. However, it is well-known that this
objective is optimized by regression to the mean:

L1 =Eo,, a,) E:||Go(fvrm(or), ) — AgtH;a (5)

whose minimizer ignores the noise and outputs the condi-
tional mean:

o+ (fvrm(or),

4)

2

z) =E[Ag | o] forall z. (6)



In effect, even when there are multiple correct actions
for a given observation, this model is still optimized by
averaging the multiple correct actions into one. Yet this
average can lie between the modes, typically matching none
of the demonstrated behaviors, making it an invalid action.

The assignment step in Eq. 3 is what changes this. With
m > 1 candidates, each ground-truth action is matched to
only its nearest candidate, allowing the other candidates to
cover other modes without penalty by the cIMLE objective.
Together, the outer sum ensures every mode is covered,
while the nearest-neighbour assignment lets the generator
map different latent codes z to different modes rather than
collapsing them into a single averaged action.

Algorithm 1 cIMLE Training

Input: Training batch {(0\"”, Aé?) 5 |, number of
samples m, frozen VLM fy1\, action head Gy

Output: Updated parameters 6

/I Preprocessing: Compute VLM embeddings once per
batch ‘
Compute fyrni(0!”) once for all i € [B]
/I Step 1: Efficient Nearest Neighbour Search
(Gradient-free)
for:=1to B do
Sample m noise vectors {z; ;}72; ~ N(0,1)
Generate m candidates A; ; = Go(fyim(0'”), zi ;).

J € [m] ) "
]*(2) < arg minje[m] HAiJ - Agt ”%
end for

" Step 2: Trainin§ via Assigned Nearest Neighbours
A;k — Cryg(f\/Ll\/[(Oﬁ/L))7 Zi,j*(i)) for all ¢ € [B] > With
gradients

B | i i
L 5 Ar - AL

0+ 0—-—nVeLl > Update action head only

As detailed in Algorithm 1, this procedure adds negligible
training overhead. While the training procedure is presented
sequentially for conceptual clarity, the assignment step (Step
1) is implemented in parallel across both the batch and the m
samples, making it highly efficient. In practice, we find that
m=2 strikes an effective balance between expressivity and
computational efficiency; we ablate this choice in Sec. IV-C.
The VLM embedding fVLM(ogl)) is computed once per sam-
ple and shared across all m candidates, avoiding redundant
backbone passes. Furthermore, the selection of j*(7) is per-
formed without gradient tracking; only the winning candidate
is recomputed for the backward pass. Consequently, cIMLE
acts as a lightweight objective that transforms a multi-
step VLA into a highly efficient single-step generator while
explicitly optimizing for mode coverage, yielding substantial
gains in inference frequency without sacrificing the policy’s
capacity to handle complex, multimodal tasks.

IV. EXPERIMENTS

In this section, we evaluate the effectiveness of IMLE-VLA
through a comprehensive set of evaluations in simulation and
on a real-world robot. Our goal is to demonstrate that single-
step action generation via cIMLE can achieve significant
gains in inference frequency while maintaining or even
improving the success rates of VLA policies.

All experiments use a standard receding-horizon loop: the
policy observes o, runs one forward pass to predict an
action chunk (Sec. III-A), and the robot executes the first H
actions of that chunk open-loop before observing again and
repeating. Here H is the execution horizon, a fixed number of
actions executed per forward pass, so a larger H replans less
often. We report three metrics: task success rate, our primary
measure of policy quality; action throughput, the number of
executable actions delivered to the robot per second, equal
to inference frequency x H; and VLA-only wall-clock (VLA-
WCQ), the total time spent exclusively on VLA forward passes
per successful episode, excluding robot execution and other
non-inference overhead.

We benchmark IMLE-VLA against the 7 5 flow-matching
baseline across four primary axes:

(i) Inference frequency, where we characterize raw infer-
ence frequency and action throughput;

(i) Simulated performance on the LIBERO benchmark,
comprising 40 diverse manipulation tasks;

(iii) Robustness under test-time distribution shift, evaluated
on LIBERO-plus;

(iv) Real-world experiments on four tasks assessing single-
step manipulation, multi-step reasoning and reactivity;

A. Inference frequency

Deployment on physical robots imposes strict constraints
on inference frequency: the number of VLA forward passes
completed per second, directly governing the replanning rate.
Higher inference frequency enables tighter control loops,
smoother motion and faster response to new visual stimuli.

We benchmark efficiency on a single NVIDIA L40S GPU
using natural task-specific language prompts and the standard
two-view image inputs. Our protocol reflects deployment-
realistic conditions: unlike prior benchmarks using empty
prompts or static buffers [12], we include the mandatory cost
of tokenizing the language instruction and proprioceptive
state at every forward call.

Table I compares IMLE-VLA against several optimized
implementations of the 7 5 [14] VLA. The canonical JAX
implementation runs at 15Hz. Porting to PyTorch with
torch.compile [39] and dedicated Triton kernels [12]
yield modest gains, reaching 20 and 25 Hz respectively. This
is because the bottleneck is algorithmic: the 10-step flow-
matching loop imposes a fundamental ceiling that system-
level optimizations alone cannot overcome. High latency is
particularly impactful in physical deployments, where slow
inference cycles manifest as noticeable “stop-and-go” pauses
and reduced reactivity to environmental changes (see Sec. IV-
D for concrete examples).



IMLE-VLA sidesteps this bottleneck by replacing the
iterative action head with a single-step conditional generator
while maintaining the exact same VLM backbone architec-
ture. This yields an inference frequency of 55 Hz, a 3.67x
increase over the canonical JAX baseline, in turn enabling
smoother robotic motion and more responsive control with-
out reducing model capacity or backbone scale.

System Inf. Freq. (Hz) 1 Inf. Freq. (x) 1
To.5 (original JAX) 15 1.00x
PyTorch + compile 20 1.33x
Triton 25 1.67x
IMLE-VLA (Ours) 55 3.67x

TABLE I: Inference frequency measured on an NVIDIA
L40S, the number of VLA forward passes per second,
averaged over 50 episodes across 10 LIBERO-Long tasks.
IMLE-VLA achieves 55 Hz, a 3.67x increase.

B. Simulation: LIBERO Benchmark

We next characterize the trade-off between inference fre-
quency and task success on the LIBERO benchmark [27],
which comprises 40 tabletop manipulation tasks across four
suites (Spatial, Object, Goal, and Long) with a Franka Emika
Panda arm. Each suite contains 10 tasks; every task is
evaluated over 50 episodes following the standard protocol.

Success rate comparison. Table II compares IMLE-
VLA against iterative action heads [13], [14] and speed-up
strategies surveyed in Sec. II. Inf. (x) denotes the inference-
frequency ratio relative to w5 on matched hardware. We
measure 7 5, IMLE-VLA, and OpenVLA-OFT ourselves on
an L40S; ratios for the remaining baselines are taken from
Jeon et al. [7], who measure on H100.

With H=10, IMLE-VLA achieves 98.0% average suc-
cess, the highest among all compared methods, while
also leading in inference frequency at 3.67x 5. The
fastest competing accelerator, Shallow-7g 5-L6 (2.3%), is
still slower than IMLE-VLA and drops to 94.5% due to
its reduced model capacity [7]. OpenVLA-OFT reaches
94.5% on the same unfiltered dataset and runs below 7 5
in inference frequency (0.69x), reflecting the cost of its
7B-parameter backbone. IMLE-VLA is the only method
that simultaneously leads in both success rate and inference
frequency.

Robustness under distribution shift. To verify that our
gains generalize beyond LIBERO’s training distribution, we
additionally evaluate on LIBERO-plus [28], which applies
systematic test-time perturbations to the LIBERO tasks
across four axes (background, robot initial state, language,
layout) at five severity levels (L1-L5). Across all axes
and severities, IMLE-VLA retains 7y 5’s robustness, while
all other baselines exhibit larger drops in success rate as
severity increases (Fig. 2). Consistent with the L1-regression
limitation discussed in Sec. II [8], OpenVLA-OFT’s success
rate degrades sharply. IMLE-VLA’s cIMLE objective instead
enforces mode coverage by construction [21], avoiding this
failure mode.

Action throughput. Table III reports action throughput

(inference frequency x H) across configurations. At H=10,
IMLE-VLA already delivers 3.67x more actions per second
than the my 5 baseline, purely from replacing the flow-
matching head. At H=30, the single-step inference advan-
tage compounds with the longer horizon, yielding 11.0x
higher throughput.

VLA-only wall-clock (VLA-WC). Table IV reports VLA-
WC across horizons, averaged over successful LIBERO
episodes. At H=10 the number of forward passes per
episode is nearly identical to 7 5, yet VLA-WC drops by
3.6x due to the lighter single-step action head. At H=30
the forward-pass count itself falls by ~3x; combined with
the faster per-pass inference, this yields an overall 10.5x
reduction.

Robot init

Accuracy (%)

racy (%)

- OpenVLA -+~ OpenVLA-OFT T = o5 —#= IMLEVLA (ours)

Fig. 2: LIBERO-plus robustness under distribution shift.
Success across four perturbation dimensions, each at five
difficulty levels (L1-L5). Unlike baselines, which degrade
sharply as severity increases, IMLE-VLA matches my5’s
robustness throughout.

System H Action Throughput (Hz) (X)
0.5 (JAX) 10 150  1.00x
PyTorch + torch.compile 10 200 1.33x
Triton 10 250 1.67x
Ours 10 550  3.67x
Ours 30 1,650 11.00x

TABLE III: Action throughput in LIBERO simulation,
defined as inference frequency x execution horizon H. (x)
denotes the throughput ratio relative to my 5 at H=10. At
H=10, IMLE-VLA delivers 3.67x higher throughput purely
from single-step generation; at H=30 this compounds to
11.0x.

System Fwd. Passes VLA-WC (s) VLA-WC (x)
0.5 JAX, H=10) 154 1.03 1.0x
Ours (H=10) 15.5 0.28 3.6
Ours (H=30) 54 0.10 10.5%

TABLE IV: VLA-only wall-clock (VLA-WC). Wall-clock
on VLA forward passes per successful episode (see Sec. IV).
Fwd. Passes: average forward passes per episode. At H=10,
IMLE-VLA reduces VLA-WC by 3.6x; at H=30 fewer
passes compound with faster inference for 10.5x overall.

C. Method Analysis

Horizon ablation. Each replan cycle consists of one forward
pass followed by H open-loop actions. Because IMLE-
VLA’s forward pass is 3.67x faster, the saved inference



Model H Spatial Object Goal Long Avg 1 Inf. (x) 1
mo.5 [14] 10 972 9.0 978 96.0 97.5 1.0
mo.5 [14] 30 95.0 98.0 962 952 96.1 1.0
mo [13] - 96.8 98.8 958 852 942 1.12
OpenVLA-OFT [8] - 952 942 952 932 945 0.69
CogVLA [40] - 99.0 99.0 97.0 950 975 0.8
SmolVLA [41] - 90.0 96.0 920 710 873 1.0
Shallow-mo.5-L9 [7] -  99.0 98.0 97.0 930 96.8 1.7
Shallow-mo.5-L6 [7] -  98.0 96.0 940 90.0 945 23
IMLE-VLA 10  98.0 99.8 982 96.0 98.0 3.67
IMLE-VLA 30 972 9.0 962 958 97.1 3.67

TABLE II: LIBERO benchmark. Success rates (SR, %) on four LIBERO suites (50 episodes per task) and their average.

H denotes the execution horizon (actions executed open-loop per forward pass;

TR

= not specified). Inf. (x) is the inference

frequency ratio relative to 7 5. Best in bold, second-best underlined. IMLE-VLA achieves the highest average success rate
(98.0% at H=10) while simultaneously leading in inference frequency (3.67x).

time can be reinvested into a longer horizon without ex-
ceeding 7y 5’s cycle time, making larger horizons practical.
However, extending H still trades reactivity for throughput:
the robot executes more actions before conditioning on a
new observation. Figure 3 reports IMLE-VLA’s average
LIBERO success across all four suites at varying horizons.
At H=10 the policy achieves 98.0% average success, and
performance degrades gradually as H grows. H=30 offers
the best throughput—accuracy balance, still reaching 97.1%
while delivering 11.0x higher action throughput (Table III),
and outperforming 7 5 at the same horizon (96.1%).

97

96

Average Success Rate (%)

10 20 30 40 50
Execution Horizon H

Fig. 3: LIBERO horizon ablation. IMLE-VLA success
averaged across all four LIBERO suites at varying execution
horizons. H=10 achieves 98.0%; larger horizons reduce
reactivity and degrade success, while H=30 offers the best
throughput—accuracy balance.

cIMLE sample factor ablation. The sample factor m
controls how many candidate action chunks are generated per
training example during the cIMLE assignment step (Eq. 2).
When m=1 only one candidate exists, so the assignment is
trivial and cIMLE reduces to standard L2 regression with no
mode-covering guarantee.

Figure 4 reports LIBERO success across all four suites
at H=10 for m € {1,2,5}. Setting m=1 produces a
clear performance drop, confirming that a pure regres-
sion objective is insufficient for modeling complex action
distributions, an observation consistent with the limitation
acknowledged by OpenVLA-OFT [8] (see Sec. II). With
m=2 the mode-covering property activates and performance
recovers substantially; increasing to m=>5 yields nearly iden-

tical results, indicating diminishing returns. We therefore use
m=2 throughout, as it achieves strong performance while
minimizing the per-step training cost of generating additional

candidates.
98.0
97.6

97.5

95.0

93.0
925 l
90.0 —_— — —
1 2 5

Sample Factor m

Fig. 4: cIMLE sample factor ablation. LIBERO success
averaged across all four suites at H=10 for varying sample
factor m. m=1 reduces cIMLE to standard regression (no
mode-covering) and drops sharply; m=2 and m=>5 are nearly
identical, so we use m=2.

Average Success Rate (%)

D. Real-world experiments

We evaluate IMLE-VLA against the 7 5 baseline (canoni-
cal JAX implementation) on a Franka Emika Panda robot
with an NVIDIA A6000 GPU, using two camera views
(wrist and scene). Both policies are trained on DROID [42]
and deployed zero-shot on four tabletop manipulation tasks
(Figure 5), with success (task completion) reported over 20
episodes per task. 7o 5 runs at 15 Hz control frequency, while
IMLE-VLA operates at 55Hz. Unlike LIBERO’s determin-
istic contact dynamics, real-world manipulation introduces
physical uncertainty (e.g. grasp slippage, surface friction
variation), requiring more frequent replanning. We adopt
the w5 default horizon (H=8) and extend IMLE-VLA
to H=12, since the faster inference compensates for the
longer horizon while still yielding a shorter wall-clock replan
interval than 7y 5. IMLE-VLA outperforms my5 in every
task while reducing the VLA-only wall-clock by 3.9x—6.6x
(Table V) and completing episodes approximately 2x faster
end-to-end (supplementary videos). The four tasks span
single-step manipulation, multi-stage sequential reasoning,



“put pineapple into the bowl” “take pineapple out from the bowl|

and put the red cube into the bowl”

“put pineapple into the closet
and close door”
)

“put pineapple on the plate”
= .
53

Fig. 5: Real-world experiments. We evaluate on three cat-
egories: Single-Step Manipulation, Multi-Step Sequential
Reasoning and Dynamic Reactivity. IMLE-VLA generates
faster, smoother, and more successful actions across all three
categories.

Success T VLA-WC (s) |

Task Ours 75 Ours mo5 Jerk (x)
Pineapple in bowl 19 15 18.56 123 2.7x
Swap pineapple & cube 18 15 311 178.3 2.2%
Pineapple in cabinet 15 12 994 3894 3.0x
Pineapple on moving plate 16 12 16.7 89.5 2.7x

TABLE V: Real-world experiment results on a Franka
Emika Panda with an NVIDIA A6000 (20 episodes per task).
Success: successful episodes out of 20. VLA-WC: wall-clock
on VLA forward passes per successful episode, averaged
over successful episodes per task. Jerk (x): ratio of m(.5’s
mean proprioceptive jerk to ours (higher means smoother
motion relative to the baseline; see Sec. IV-D). IMLE-VLA
outperforms 7y 5 on every task, reduces VLA-WC by 3.9x—
6.6, and produces 2.2x-3.0x lower jerk.

and reactivity to a dynamic environment.

« Pineapple in bowl (single-step): the robot grasps a
squishy pineapple toy from the table and places it into
a bowl.

« Swap pineapple and cube (multi-step): a bowl contains
a squishy pineapple with a red cube beside it. The robot
must remove the pineapple from the bowl, then place
the red cube inside.

« Put pineapple in cabinet (multi-step): a cabinet door
is already open with a squishy pineapple in front of it.
The robot must pick up the pineapple, place it inside
the cabinet, and close the door.

« Pineapple on moving plate (reactive): a remote-
controlled car drives an attached plate across the table;
the robot must place the pineapple on the moving plate,
requiring continuous target adjustment.

Motion quality. IMLE-VLA produces markedly smoother
motion than 7y 5: its faster inference minimizes the time
the robot idles while the model computes, and its longer
execution horizon means fewer replans, together eliminating
the visible stop-wait-execute pauses and abrupt directional
corrections that 7 5 exhibits at each replan. To quantify this,
we measure proprioceptive jerk, the third backward finite
difference of the measured joint positions (7 arm joints,

gripper excluded) normalized by dt3, averaged over joints
and steps; IMLE-VLA reduces mean jerk by 2.2x-3.0x
across all four tasks (Table V). The difference is apparent
in the supplementary videos. On swap pineapple and cube,
mo.5 changes direction repeatedly before each placement,
while IMLE-VLA follows a direct trajectory and finishes
faster. The shorter replan interval also enables recovery when
something goes wrong: on pineapple in cabinet, when the
pineapple slips from IMLE-VLA’s gripper during insertion,
the robot quickly detects the failure and re-grasps. Mean-
while, 7 5’s slower replanning introduces frequent abrupt
corrections that significantly slow task completion.

Reactive task. The dynamic task (pineapple on moving
plate) evaluates the ability to react to a continuously chang-
ing environment. In this setting, IMLE-VLA significantly
outperforms 7y 5. Although IMLE-VLA executes a longer
action horizon, its faster inference leads to a much shorter
wall-clock replanning cycle. As a result, the policy effec-
tively closes the perception—action loop more frequently in
real time, allowing the robot to continuously track and adapt
to the plate’s motion.

This distinction is particularly important in dynamic
scenes, where delays between perception and action quickly
degrade performance. By minimizing idle time between
replans, IMLE-VLA reduces the latency between observing
the plate and responding to its updated position, enabling
smoother interception and grasp attempts. In contrast, 7 5
replans more slowly and therefore acts on increasingly stale
observations. By the time a new action sequence is generated,
the plate has already moved, causing the robot to repeatedly
reach toward outdated target locations and ultimately fail to
complete the task.

V. CONCLUSION

We presented IMLE-VLA, a framework that replaces the
iterative flow-matching action head of VLAs with a single-
step conditional generator trained via the cIMLE objective.
By eliminating multi-step sampling while explicitly optimiz-
ing for mode coverage, IMLE-VLA achieves a 3.67x in-
crease in inference frequency and up to 11.0x higher action
throughput over the my 5 baseline. On the LIBERO bench-
mark, IMLE-VLA attains the highest average success rate
(98.0%) among all compared methods while simultaneously
leading in inference frequency. In real-world experiments
on a Franka Emika Panda, the higher inference frequency
produces smoother motion and reduces VLA-only wall-clock
by 3.9x-6.6x, while outperforming my 5 on every task.
Because our approach modifies only the action head, it serves
as a drop-in replacement for the iterative heads in existing
VLAs, a promising direction toward even faster generalist
robot policies.
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