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Background 
Robotic platforms have advanced rapidly, with growing applications in exploration, monitoring and 
logistics. Coupled with progress in generative AI, this has driven unprecedented commercial investment 
based on a single idea: that large-scale data, paired with machine learning, will enable physical 
intelligence, just as it has in language processing (e.g., GPT). Yet, progress in robotics still lags far behind 
unembodied intelligence. Robots today, though sometimes human-like, remain unable to match even the 
dexterity of a toddler, especially in manipulation. This widening gap between abstract AI and embodied 
intelligence is known as Moravec’s paradox. The future of robotics, both in research and industry, hinges 
on overcoming this paradox and imbuing AI with true physical capabilities. 

The Big Idea 
To overcome Moravec’s paradox, we propose a paradigm of “physical learning” that fuses physical 
insights with modern machine learning architectures, enabling robots to adapt dexterously to unstructured 
environments. 

Why does this matter? Despite massive investment, breakthroughs are still needed before robots can 
perform useful tasks in everyday settings. Success would unlock transformative assistive technologies, 
such as robots that provide immediate support with cleaning, cooking or mobility. 

What will you do? The critical roadblock is modeling and predicting physical contact, central to 
manipulation but difficult for conventional AI. Building on advances that combine physics and computer 
vision (“Vysics”), this project will develop a full theory and practice of contact-rich learning. 

How will you do it? We will use non-smooth mathematical structures to guide generative AI and 
vision-language models, allowing robots to exploit large-scale data when available and extrapolate to 
novel scenarios. This fusion of physics-based modeling and AI promises large strides toward human-like 
dexterity. 

Impact 
The breakthrough would be a new learning architecture and training procedure for physical intelligence, 
enabling manipulation that generalizes to new tasks while requiring only a fraction of today’s data. The 
project leverages Penn’s strengths in robotics and data science from GRASP, IDEAS and ASSET. 
Translation opportunities span manufacturing, logistics and in-home assistive technology, industries 
where demand for robotic solutions is surging. Current levels of commercial investment underscore both 
the urgency and promise of this work. 

Learn More 

https://dair.seas.upenn.edu/
https://vysics-vision-and-physics.github.io/

