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Background
Deep learning has enabled remarkable advances in Al, but state-of-the-art models remain prone to errors

even on simple problems, limiting trust in high-stakes applications. Current industry solutions often rely on
scaling up data and model size, but this approach does not guarantee reliability or interpretability.
Neurosymbolic systems offer an alternative by combining neural networks with symbolic reasoning,
inspired by how humans integrate intuitive and deliberative thought. This approach has the potential to
deliver Al that is both powerful and trustworthy across domains.

The Big Idea
Design scalable neurosymbolic learning architectures that integrate neural models with explicit symbolic
reasoning to improve reliability, explainability and efficiency.

Why does this matter? Lack of trust and verifiability remains a major obstacle to adopting Al in health
care, robotics, education and scientific discovery. By embedding logical reasoning into Al, neurosymbolic
systems can reduce errors, provide interpretable outputs and learn from less data, making them safer,
more efficient and more accountable.

What will you do? We propose the development of systems where neural components, such as deep
networks and large language models (LLMs), interface seamlessly with symbolic components like
relational query processors, constraint solvers and graph algorithms. This enables applications such as
trusted code generation, verified robot planning and logic-checked scientific discovery, while providing
explicit symbolic artifacts for analysis and verification.

How will you do it? We will study how to learn symbolic representations that bridge neural and logical
components, and how to fine-tune neural models using symbolic computations. Penn’s strengths in deep
learning, formal methods, cognitive science and logical reasoning, combined with ASSET Center
initiatives, provide the ideal environment for developing these systems. Collaborations with AWS, Google
DeepMind, Philips and Toyota support practical applications in health care, robotics and video
understanding.

Impact

Success in neurosymbolic Al would provide a conceptual breakthrough toward trustworthy,
energy-efficient and interpretable Al systems. This work could advance health care, education, scientific
discovery and autonomous systems, while moving toward the long-term goal of artificial general
intelligence. Penn Engineering is positioned to lead the field through its expertise, infrastructure and
ongoing collaborations in Al safety, verification and reasoning.

Learn More


https://www.cis.upenn.edu/~alur/
https://www.cis.upenn.edu/~mhnaik/
https://www.scallop-lang.org/

