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Background

Large language models (LLMs) have unlocked new capabilities in high-level reasoning and planning for
autonomous robots. However, most current LLM-enabled robots rely on cloud-hosted models, limiting
their usability in outdoor or low-connectivity settings such as agriculture, forestry, disaster response and
security. Current systems also inherit vulnerabilities (hallucination, jailbreaking), including brittleness
under adversarial conditions and limited generalization to contact-rich, dynamic environments. Despite
rapid advances, the gap between generative Al and physically grounded intelligence remains a barrier to
robust, real-world autonomous robots.

The Big Idea
Integrate generative Al with grounded safety reasoning to enable safe, efficient and autonomous robotic
systems that operate at the edge.

Why does this matter? LLM-enabled robots can provide transformative capabilities, but without on-device
intelligence and contextual safety reasoning, they remain restricted to controlled settings. Bridging this
gap could expand applications across disaster response, environmental monitoring, assistive robotics and
industrial automation.

What will you do? We will create lightweight, on-device models capable of high-level task planning while
ensuring real-time safety in dynamic, partially known environments. Robots will understand mission
objectives, contextualize environmental cues, and execute actions safely and autonomously without
relying on continuous cloud connectivity.

How will you do it? We will distill large LLM planners into small language models (SLMs) suitable for
embedded platforms, enabling real-time planning with minimal memory. Simultaneously, we will design a
contextual safety reasoning module that converts textual safety rules into scene-aware constraints,
dynamically validating actions against updated sensor information. Tools, datasets and benchmarks will
be developed to evaluate performance, safety and alignment, ensuring reproducibility and community
adoption.

Impact

This framework promises safe, scalable and efficient autonomous robotics for unstructured and remote
environments. Applications range from UAV/UGYV collaboration in outdoor search and monitoring to
robotic manipulation in homes and factories, assistive devices for aging populations and emergency
response in low-connectivity regions. By combining lightweight models with grounded safety reasoning,
the project advances both fundamental research in physical Al and practical, real-world deployment,
positioning Penn to lead in autonomous, edge-capable robotics.
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