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Background 
Today, AI relies on scarce, expensive GPUs largely controlled by a few Big Tech cloud monopolies, 
limiting access and centralizing innovation. This entrenches incumbents, slows open innovation and shifts 
control of AI’s trajectory to corporate interests, creating economic, policy and geopolitical risks. 
Developing cost-effective, energy-efficient, decentralized non-GPU alternatives and non-cloud computing 
paradigms could transform this chokepoint into a global commons, making large-scale AI accessible 
worldwide. 

The Big Idea 
Create an end-to-end hardware-software ecosystem that is decentralized and non-cloud based, delivering 
orders-of-magnitude higher computing efficiency for AI workloads at minimal cost. 

Why does this matter? This approach democratizes AI by lowering barriers to entry, enabling individuals, 
startups, researchers and smaller organizations worldwide to access high-performance computing 
resources that were previously limited to large tech companies and traditional cloud providers. By 
expanding access beyond these monopolies, we empower a broader and more diverse group of 
innovators to participate in AI innovation and reap the associated rewards, whether financially or in other 
meaningful ways. This fosters greater equity and inclusivity in the field, fueling innovation, addressing a 
wider range of real-world challenges and driving collective progress for society as a whole. 

What will you do? This innovation builds on decades of hardware-software co-design expertise to rethink 
system abstractions from atoms to applications. Previous successes, including the ENIAD system, 
demonstrated orders-of-magnitude lower latency and higher throughput than state-of-the-art GPU 
clusters. The goal is to extend this to a decentralized, non-cloud AI computing fabric that combines 
performance, energy efficiency and cost-effectiveness while supporting open-source infrastructure and 
transparent governance. 

How will you do it? We will design a scalable AI computing fabric that integrates workload-optimized 
hardware, distributed software and security/privacy measures. Leveraging Penn’s strengths across Penn 
Engineering, Wharton, Penn Medicine and Penn Carey Law, the system will enable global collaboration 
and innovation.  

Impact 
This technology enables large-scale AI training and deployment without centralized, capex-heavy data 
centers. By treating AI as a shared public resource, the system empowers innovation, supports equitable 
access and provides broad societal benefit. Penn Engineering’s cross-disciplinary expertise positions it to 
lead in the development, validation and translation of this transformative computing paradigm. Translation 
pathways include a startup offering on-demand computing marketplaces, SDKs/licensing to chip vendors 
and OS distributions, and regulated enterprise deployments. 
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